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Datera Builds Powerful
Cloud Analytics Platform Using

Kubernetes and Datera Software

BACKGROUND: This case study details Datera's migration of a key 
internal application, our Cloud Analytics platform, to a container model 
using Kubernetes (K8s), running on Datera. The goal was to enhance 
performance, scale and efficiency, to support our rapid customer 
expansion. All audiences should find this a short, and informative read.

The Datera Storage Platform is ideal for hosting persistent storage for 
K8s. The operational needs of modern applications and shifts to 
micro-services architecture are driving containers. So, when Datera 
was migrating one of its largest internal apps to a container based 
model, they built on K8s with the Datera CSI driver. We will cover the 
specifics of the process and how the solution was deployed using K8s 
on the Datera storage platform.

ABOUT the APPLICATION: Like many IT equipment vendors, Datera 
provides an opt-in phone home system that collects data from 
systems to enable Datera support engineers to better support 
customers and proactively identify potential issues before they 
become real problems. This solution has been available since Datera 
shipped its first system to customers, and is called Cloud Analytics, 
internally referred to as “Insights.” Customers that choose to enable 
Cloud Analytics get near real time telemetry data, statistics, and usage 
details for their internal consumption. This gives customers a much 
better understanding of how they are using their storage, identification 
of potential bottlenecks, as well as how the storage workloads being 
load balanced across storage nodes. Because of these benefits the 
vast majority of Datera customers enable this phone home service.

Problems 

• Growing and changing environment
• High customer growth
• Complex management
• Does not support agile development

(CI/CD)

Solution 

• Kubernetes based environment
with Datera persistent storage

Results 

• Improved resource efficiency by 55%
• 100% container-based
• Global scalability
• 100% continuous availability
• Agile development
• Simple management
• No-touch automation

Future 

• Scale compute and storage
infrastructure

• Increase throughput and
performance
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Additionally, aggregated data provides Datera 
support engineers with important insights into the 
efficiency of their storage deployments including: 
overall compression ratios, deduplication ratios, cluster 
utilization, and storage media consumption (flash, 

spinning disks, etc..). Also, the Datera cloud based 
solution proactively monitors and reports customer 
problems (degraded clusters, alarms, etc.), capacity 
data (cluster nearing capacity, etc.) as well as analysis 
of IO patterns and trends.
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The data pipeline for the solution can be broken into 
two parts. The first part of the pipeline collected the 
data from customer systems and actually runs in 
Amazon Web Services (AWS). The second part runs 
in a Datera datacenter and is responsible for data 
transformation, event stream processing, storage, 
analytics and graphical presentation. This components 
in the second part of the solution initially ran on a set of 
VMs, then ran on Openstack, and six months ago were 
fully migrated to run on Kubernetes infrastructure, 
utilizing a number of open source software 
components, including XenServer, Kafka, LogStash, 
InfluxDB, ElasticSearch and Grafana.

The overall system architecture is presented below, 
and uses standard open source packages to build a 
scalable and easy to maintain infrastructure.

The Challenge

Class leading Data Analytics was a very early Datera 
design goal. Our “Insights” solution has continually 
evolved, including feature and deployment 
enhancements to improve scalability, reliability and 
availability while reducing management overhead. 
One of the most consistent challenges is the need for 
throughput capacity to increase seamlessly and 
instantly every time a new customer is on-boarded. 
Datera will soon be at over 50PB of data under 
management, and this is growing rapidly. The 
demand on infrastructure grows as deployments 
grow on daily basis.. Another big challenge was the 
complexity of staging a test environment where many 
manual steps were required to clone and reconfigure 
and connect a set of VMs.

Data Pipeline – Kubernetes
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All the Data Analytics components are designed to 
process/refine/store callhome data into meaningful, 
operational-friendly dashboards, additionally the data 
pipeline has to be scalable for future expansions.

Moving to containers, however, presented new 
challenges for storage provisioning. In particular, 
using traditional storage solutions for distributed 
containerized workloads turns out to be too complex 
and costly. Manual storage provisioning does not 
address the dynamic storage requirements efficiently 
at scale. Containers are dynamically created, 
destroyed, and moved across hosts in the availability 
zone. The stateful applications running inside these 
pods would require storage solutions that can 

automatically attach or detach and provision storage 
capacities across data-centers where these pods land. 
In addition the storage infrastructure should facilitate 
creating back-up and replicas of data to ensure high 
availability.

Datera is a fully dis-aggregated scale-out storage 
platform, that runs over multiple standard protocols 
(iSCSI, Object/S3), combining both heterogeneous 
compute platform/framework flexibility (HPE, Dell, 
Fujitsu, Intel, and others) with rapid deployment 
velocity and access to data from anywhere. Datera’s 
Container Storage Interface (CSI) driver deeply 
integrates with the Kubernetes runtime. It allows 
deploying an entire stateful multi-site environment.

The Solution
Overall Design
Thirteen Kubernetes nodes were deployed, consisting 
of three kube-master hosts, with ten nodes being 
considered worker nodes. The clustered etcd key-
value store is run over three nodes. It is responsible for 
managing the entire cluster, where the worker nodes 
run the applications within pods and communications 
between the kube-master nodes and the etcd 
system use APIs. The overlay network is Calico with 
MetalLB as the load balancer for externally accessible 
endpoints. The Datera storage system consists of 
three hybrid-flash nodes and a single all flash node. 
PVs for different application services can have 

different media storage policies based on performance 
requirements. Moreover, the media storage policies 
are dynamic, allowing the system to be tuned for 
performance completely transparent to the Kubernetes 
workloads. In fact,  the all-flash node was not available 
at the beginning of the project, but the media policies 
were created with single-flash in the storage class. 
After 2 months a new all-flash node was added to 
the Datera system and data was seamlessly migrated 
as the flash node became available without any 
disruption to Kubernetes storage access.
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Data Pipeline – Kubernetes

Kubernetes clusters are created via a single Kubernetes command while pushing application-specific telemetry 
to the Datera policy engine so that it can intelligently adapt the data fabric. Datera’s powerful storage classes 
and policy-driven workloads are a natural fit with Kubernetes. This is shown in the figure below:
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The production environment consists of 144 Kubernetes PODs with 35 persistent volumes attached to a Datera 
four node storage system comprising 150 TB of raw storage.

The diagram below outlines the various services, software infrastructure stack and hardware:

Kubernetes v1.17.0 is running on a series of Openstack VMs. ETL processing is implemented as event-triggered 
(Kafka) microservices capable of one action at a time, but they can be scaled up if required.The deployment 
of the Kubernetes infrastructure is automated using KubeSpray which allows a test environment to be quickly 
spun up with the same configuration as the production environment. Helm Chart was used for automating the 
application container packaging and deployment.
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The Datera storage system supports multi-tenancy and all Kubernetes workload PVs are created in one of the 
Datera tenants, while another tenant is used to support VM workloads for other teams.

The chart below shows what the various Kubernetes resources look like from the Kubernetes dashboard.
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Transition
After ETL processing, customer data is stored in 
ElasticSearch and Influxdb. In both cases there is the 
option to take backups/snapshots and restore on a new 
cluster, or do a live reindexing from current clusters 
to the new ones. Since there were major upgrade 
versions for both Influxdb and Elasticsearch, the 
backup/snapshot restore was ruled out, as that was 
not supported in this case. There was live reindexing 
from current production clusters to new clusters 
in Kubernetes and then setting up daily backups/
snapshots on new clusters. The entire transition took 
over 2-3 weeks and then some more time to confirm 

the integrity of data, but the process was smooth.  
The current production and new Kubernetes cluster 
were both live and simultaneously receiving new data 
while still in transition. All data was migrated from 
Openstack cinder to Kubernetes CSI volumes.

Once the integrity of data and the stability of the new 
cluster was confirmed, new instances of Grafana 
(Analytics frontend) Kubernetes cluster were pointied 
to new data. The final step involves simply pointing 
external endpoints to new Grafana instances on 
Kubernetes.

The Outcome
Effortlessly Support Scale, Adapt To Changes, Increased Efficiencies and 
Reduced Complexity!
Datera is now running the cloud analytics environment 
with the Datera CSI plug-in on all-flash and hybrid-
flash nodes for highly predictive performance and 
cost-efficiency. The combination of Kubernetes and 
Datera storage allows easy, transparent capacity 
expansion as new customers are onboarded.

The use of KubeSpray enables an agile CI 
development with increased engineering and test 
productivity as well as improved reliability.

Customers are very pleased with the enhanced 
Insights environment:

Our large enterprises around the world are using Datera to automate, optimize, 
and modernize their storage infrastructures for bare metal, virtual machine, and 
container workloads,” said Narasimha Valiveti, Chief Product Officer, Datera. “Our 
“Insights” analytics allows these customers to reliably harness and deploy high 
performance Kubernetes efficiently, while Datera’s autonomous software-defined 
storage radically simplifies management of container storage at scale as it significantly 
reduces infrastructure costs. It works for our customers, and we use it internally with 
Kubernetes, to enable world class cloud analytics




